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Abstract

Microstructure reconstruction is an important and emerging field of research and an essential
foundation to improving inverse computational materials engineering (ICME). Much of the recent
progress in the field is made based on generative adversarial networks (GANs). Although excellent
results have been achieved throughout a variety of materials, challenges remain regarding the in-
terpretability of the model’s latent space as well as the applicability to extremely small data sets.
The present work addresses these issues by introducing DA-VEGAN, a model with two central in-
novations. First, a β-variational autoencoder is incorporated into a hybrid GAN architecture that
allows to penalize strong nonlinearities in the latent space by an additional parameter, β. Secondly,
a custom differentiable data augmentation scheme is developed specifically for this architecture. The
differentiability allows the model to learn from extremely small data sets without mode collapse or
deteriorated sample quality. An extensive validation on a variety of structures demonstrates the po-
tential of the method and future directions of investigation are discussed.
Keywords: Microstructure, Reconstruction, GAN, VAE

1 Introduction

In many engineering applications, the underlying materials are random heterogeneous media where the
material properties are strongly influenced by the microstructure. Therefore, materials design offers a
great potential in improving the performance of engineering applications and thus facilitates progress
across various applications. This motivates data-centric approaches such as inverse computational ma-
terials engineering (ICME) [10] or materials-by-design [11] to accelerate progress in materials science.
Therein, microstructure reconstruction, in the following referred to as reconstruction, plays an impor-
tant role in facilitating (i) the generation of several microstructure realizations from few examples, (ii)
the construction of 3D volume elements from 2D slices and (iii) the morphologically meaningful inter-
polation between microstructures. Comprehensive overviews are given in [6, 2, 37]. The great variety
of microstructure characterization and reconstruction (MCR) methods can be separated into the more
classical descriptor-based approaches and the more recent data-based methods that are based on machine
learning (ML).

In descriptor-based methods, microstructure descriptors are explicitly prescribed. These descriptors
can range from simple volume fractions to Minkowski tensors [38] or spatial correlations [50, 17, 45]. A
well-known method is the Yeong-Torquato algorithm [50], which is very simple and elegant but computa-
tionally demanding for high-resolution 3D structures even after over 20 years of hardware developments
due to its stochastic nature. Common ways to improve its efficiency are to simplify the microstructure
morphology [38] or to decrease the cost per iteration, e.g., by updating descriptors instead of recomput-
ing them from scratch [1]. Alternatively, reconstruction can be restricted to differentiable descriptors, so
that gradient-based optimizers can be used. This is formulated as differentiable MCR in [41, 39]. Several
works can be identified as special cases of this strategy [29, 5, 3]. An open-source implementation of these
approaches is available in MCRpy [40]. A less general but extremely efficient alternative is to directly
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describe the underlying random field. Examples are weakly non-uniform Gaussian random fields [32, 31]
and explicit mixture random fields [16]. As a recent contribution to this type of methods, an approach
has been proposed to reconstruct anisotropic structures from two-point correlations using multi-output
Gaussian random fields [36]. Finally, although mainly intended for geometric inclusions and grain-like
structures, DREAM.3D [19] is arguably by far the most often applied descriptor-based MCR tool in
practice.

In data-based methods, the explicit microstructure descriptor is replaced by a latent representation
that is learned from data. Although this latent representation can be interpreted as a descriptor, these
approaches are special in that the representation itself is learned from a data set. An early example
is non-parametric resampling, introduced to the MCR community in [7] and still developed further
today [26]. New trends include transformers [35] and diffusion models [13, 28]. However, most of the
recent research has been focused on reconstruction using generative adversarial networks (GANs) and
variational autoencoders (VAEs). These methods are discussed in Section 2. In general, data-based
methods outperform descriptor-based methods in that complex microstructures can be reconstructed
much faster1: While the training phase is generally computationally expensive, the reconstruction itself
only requires to query the trained model and can be performed in a matter of seconds or milliseconds.
However, latent spaces of neural networks often exhibit strong gradients [48], so that a very small change
in the latent space can lead to a completely different microstructure. This affects applications such as the
establishment of structure-property linkages and hinders controlled synthesis, i.e., the targeted variation
of certain microstructural features and the construction previously non-existent microstructures with
desired characteristics [34]. This is a disadvantage of latent spaces over classical descriptors like spatial
correlations, which are generally smoother, making them easier to interpret and more suitable for learning
structure-property linkages. The biggest disadvantage of data-based methods, however, is the need for a
(potentially large) micrograph data set, which is extremely time- and cost-intensive to generate. These
two problems are also identified as major challenges for materials-by-design in a recent review [11].

This work aims at addressing these disadvantages of GAN-based reconstruction algorithms. A GAN-
based architecture is chosen, where the latent space is provided by a β-VAE. As opposed to conventional
VAEs, a β-VAE introduces a parameter β to control the trade-off between a good reconstruction and a
smooth latent space. Furthermore, a differentiable data augmentation scheme is incorporated in order
to handle even extremely small data sets. The proposed model is therefore called DA-VEGAN as a
backronym for differentiably augmenting variational autoencoder and generative adversarial network.

After a brief review of GANs and GAN-based reconstruction in Section 2, DA-VEGAN is presented
in Section 3. A thorough validation is performed in Section 4 and a conclusion is drawn in Section 5.

2 Brief introduction to GAN- and VAE-based microstructure
reconstruction

A generative adversarial network (GAN) is a machine learning framework where two adversarial models
improve each other by standing in direct competition [18]. Specifically, the first model, the generator G(z)
maps a random noise vector z to a synthetic data point or image x, whereas the second model, the
discriminator D(x) predicts whether x stems from the data set or is synthetic. Given a training data set,
a GAN learns to generate data points that are not in the training data set, but closely resemble points
therein. Even on complex image data such as human portraits, remarkable results can be achieved [24].

In the context of MCR, to the authors’ best knowledge, the first application of GANs dates back
to 2017 [33]. After that, a great variety of architectures and extensions was developed and applied to
numerous materials. Despite the abundance of methods, no review paper specifically for GAN-based
MCR is known to the authors. The latest review article on microstructure reconstruction [37] covers the
developments until 2021 and a brief summary is given in the following. In face of the adversarial training
of GANs, enhanced training stability is an important area of research, where additional invariances (such
as rotation and symmetry) are considered as well as robust and progressively growing architectures [49,
21]. Furthermore, the GAN modifications developed by the ML community are assessed regarding their
merit for microstructural data. Examples include conditional GANs [43] for steering the reconstruction
by labels and BiCycle GANs [15] for preventing mode collapse. Besides that, GANs are combined with
other ML models to obtain hybrid models. For example, recurrent neural networks that operate in the
latent space of a 2D encoder-decoder architecture provide an interesting extension to reconstruct 3D

1Random field based methods are also extremely efficient but all current approaches are restricted to structures with
limited morphological complexity.

2



structures from 2D data [52]. However, it should be mentioned that GANs alone can also achieve 2D-to-
3D reconstruction by means of an adapted training procedure [25, 30]. Finally, the success of transformer
models in ML [47] motivated their application to microstructure reconstruction [56]. In this context,
combinations of GANs and transformers have been shown to achieve excellent results [35].

Autoencoders, however, are the most frequently chosen model for a hybrid GAN architecture. An
autoencoder is a machine learning model that compresses high-dimensional input data x to a lower-
dimensional latent vector z and then regenerates x from z [12]. Thus, z is learned such that it defines
a non-linear manifold that accurately captures the training data set. As a special case of these models,
variational autoencoders (VAEs) enforce the relation between input image and latent space to be smooth
and to have small gradients by, in simple words, introducing random perturbations to z [12]. This
facilitates a smooth transition between two points in the latent space. Furthermore, if a small change in
the latent space only corresponds to a small change in the input or generated image, then the latent space
might be more interpretable than if strong nonlinearities are present. Motivated by this observation, β-
VAEs introduce a hyperparameter β to trade off the image reconstruction quality against the robustness
of the latent space [12]. In summary, VAEs allow to define suitable latent spaces, however, the quality of
the generated images cannot compete with that of a GAN model [4].

Autoencoders alone are applied in [9] and modifications like batch normalization are investigated
later in [54]. An application to real materials such as batteries [14] shows promising results, however, a
combination of GAN and autoencoder promises further improvements. The ability of autoencoders, or
specifically VAEs, to define a suitable latent space for a given data distribution in combination with the
high quality achieved by GANs has led to excellent results [44, 53] Moreover, as opposed to a GAN-only
architecture, the trained hybrid model comprises an encoder that maps from data to the latent space.
Given a microstructure x, this allows to use the latent space z as a computable microstructure descriptor
and to assess the quality of the model by comparing the generator output G(z) with x, which is not
possible for a pure GAN architecture.

3 Proposed approach

The hybrid architecture of DA-VEGAN and the corresponding loss functions are presented in Sections
3.1 and 3.2, respectively. Finally, a differentiable data augmentation scheme is presented in Section 3.3.

3.1 Hybrid architecture

Combining VAEs and GANs into one single architecture aims at harnessing both their advantages. For
this reason, a single network serves as both generator for the GAN and decoder for the VAE to integrate
the two models into one hybrid architecture as shown in Figure 1. This opens up the possibility to create
a smoother and more interpretable latent space with help of the encoder while improving the general
quality of the synthetic microstructures by an adversarial training methodology.

Regarding a given set of microstructures as a multi-variate prior distribution, the encoder defines an
inferred posterior distribution in the form of a mean vector µ and its corresponding variance vector σ.
In our proposed model, the encoder learns the mean and variance vectors together as a combined vector
that is later split into mean and variance to define a latent distribution. Following common practice,
a latent vector zvae is sampled from this distribution, while gradients are defined by reparametrization.
Furthermore, latent vectors znoise are sampled directly from a multivariate standard normal distribution
to increase the diversity and quality of the generated microstructures.

Given these latent vectors, the two goals of the mutual generator are to (i) reconstruct the pixel-based
microstructure representation x from the latent vector that matches the original sample xreal from the
training data set as precise as possible, and (ii) simultaneously generate synthetic microstructures from
random latent vectors that are indistinguishable from the training data to the discriminator. The outputs
of the generator G(zvae), G(znoise) are augmented separately by the differentiable data augmentation
function T (x), which is introduced in following sections.

Unlike with a purely GAN-based architecture, the microstructures generated from zvae should also be
labeled as ”real” if they are precise reconstructions from the training data set. Thus, the input of the
discriminator includes not only the training data set and G(znoise), but also G(zvae). The predictions of
the discriminator are then evaluated by various loss functions outlined in Section 3.2. An optimization
is applied to train the generator and discriminator respectively. In contrast, the encoder is concurrently
trained with a custom loss function. This is discussed in greater detail in Section 3.3.2 together with the
corresponding differentiable data augmentation scheme.
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3.2 Loss functions

The three-component architecture comprising an encoder, a discriminator and a generator, motivates
the definition of three distinct loss functions LEnc, LDisc and LGen, respectively. During training, the
gradients with respect to the parameters of a model are only taken from its corresponding loss function.
Consequently, model coupling is not realized by means of cross-derivatives, but by choosing the loss
functions accordingly.

Following common practice for VAEs, the loss function of the encoder

LEnc = β · LKLD + LRec (1)

is given as weighted sum of the Kullback-Leibler (KL) divergence term, also called regularization term

LKLD = DKL

(
qΘ(z|x)||p(z)

)
(2)

and the reconstruction term
LRec = − log

(
pΦ(x|z)

)
, (3)

which evaluate the regularization error and the pixel wise reconstruction error, respectively. Herein, x
and z denote the natural pixel-based and latent representation of a microstructure, respectively. The
scalar parameter β for the regularization allows to penalize strong gradients in the latent space. Further-
more, qΘ(z|x) is the approximation of the posterior distribution achieved by the encoder parameterized
with Θ, and pΦ(x|z) is the reconstruction of the original input by the mutual generator/decoder parame-
terized with Φ. Finally, the definition of the Kullback-Leibler divergence DKL deserves further attention:
In contrast to the common form of DKL, the differentiable VAE data augmentation developed in this
work requires a more general formulation, as discussed in Section 3.3.2.

The loss functions of the generator and discriminator are chosen by building upon the typical GAN
formulation for the generator

L̃Gen = log
(

1−D
(
G(z)

))
(4)

and the discriminator
L̃Disc = − log

(
D(x)

)
− log

(
1−D

(
G(z)

))
. (5)

For the discriminator, beyond Equation (5), decoded samples should not only be evaluated from
random latent states znoise (synthetic samples), but also from the latent representations given by the
encoder zvae (reconstructed versions of real samples). Hence, the corresponding loss function is defined
as

LDisc = − log
(
D(x)

)
− log

(
1−D

(
G(zvae)

))
− log

(
1−D

(
G(znoise)

))
. (6)

The same applies to the loss function of the generator

LGen = −λvae · log
(
D
(
G(zvae)

))
− λnoise · log

(
D
(
G(znoise)

))
+ λrec · LRec , (7)

which contains two discriminator-based loss terms for microstructures generated from zvae and znoise,
respectively. In this context, it is pointed out that the typical term log(1 − D) from Equation (4)
is replaced by − logD, which is known to enhance training stability in some cases [20]. Finally, the
reconstruction term LRec in Equation (3) is added to LGen. This makes the generator fulfil its role
as decoder in the hybrid architecture. It is worth noting that the generator, much like a decoder in
a conventional VAE, is merely responsible for reconstructing x from z, whereas the definition of z is
exclusively given by the encoder [51]. Therefore, the mutual generator in the hybrid architecture does
not require to minimize the regularization loss (2).

This approach constitutes the state of the art in 2D-to-2D reconstruction, whereas more complex loss
functions can be used to demand specific features of the generated microstructures or to reconstruct 3D
structures from 2D training data. The approach by Zhang et al. [53] is based on a similar architecture
and it might be promising to be transferred to our model. However, the extension to 3D is left open for
future investigations, since this work is focused on smooth latent spaces and small data sets.

3.3 Differentiable data augmentation

3.3.1 GAN augmentation

As already addressed in the introduction, the performance of GAN-based reconstruction relies heavily on
a sufficient amount of diverse and high-quality training samples, which is often prohibitively expensive.
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Gauss Noise

xreal

Encoder

E(x)
Generator

G(z)

G(zvae)

G(znoise)

zvae

znoise

Discriminator

D(x)

D(T (G(zvae)))
D(T (G(znoise)))

D(T (xreal))

LGen

LDisc

T (xreal)

T (G(zvae))

T (G(znoise))

Figure 1: Display of the modified hybrid architecture: Real samples xreal are encoded as latent vari-
ables zvae by the encoder E. The generator G creates microstructures from both, zvae and randomly
sampled znoise that are contrasted to training data by the discriminator D. The output is used to train G
and D, whereas the VAE training is discussed in Figure 2. All inputs to D are subjected to a differentiable
augmentation T to make the model applicable to extremely small data sets.

A typical strategy to reduce the over-fitting caused by insufficient training data is data augmentation. It
aims at significantly increasing the diversity of the training data set from a limited amount of existing
samples. However, traditional augmentations including cropping, flipping, scaling, brightness altering
and cutout make the generator match the augmented distribution instead of the original [55]. The same
applies to data augmentation by means of an auxiliary black-box microstructure reconstruction approach,
which is sometimes used in the literature [23, 27].

Neural networks are mostly optimized via gradient-based methods. In order to eliminate the influence
of the augmentation, gradients caused by a data augmentation should also be able to be back-propagated.
This motivates the idea of a differentiable data augmentation on GAN architectures to resolve such diffi-
culties. In the work of Zhao et al. [55], augmentations are implemented as differentiable functions in the
training process. By augmenting, both, the training data set as well as the generated pictures, the model
generates excellent results even with reduced training data. Various combinations of differentiable aug-
mentations have been tested and have shown to outperform traditional methods for GAN architectures,
especially with small data sets.

Since the training data in this work is assumed to consist of segmented multi-phase microstructures,
many common augmentation strategies such as slight re-coloring or cropping and zooming cannot be
applied as they would result in significantly altered or invalid structures. Similarly, image rotation is
deliberately excluded in view of the relevance of the orientation of microstructural features. This leaves
the augmentations restricted to translation only. The translation augmentation can be described as
a displacement of the entire microstructure, where the entries of the displacement vector are sampled
from a normal distribution. To avoid a massive loss of information after long-range translation, periodic
boundaries are used. This introduces a small error, because the original micrographs in the training data
set are naturally not periodic, however, the differentiability of this augmentation ensures that this does
not affect the quality of the generated samples.

3.3.2 VAE augmentation

Even though the data augmentation scheme given in Section 3.3.1 alone significantly enhances the results
of the generative model, it cannot improve the performance of the VAE architecture. More specifically,
the encoder is still heavily dependent on abundant training data to generate meaningful latent variables
approaching the target distribution. Similarly to how a GAN can be augmented by translations directly
in the pixel space, a VAE can be augmented in the latent space. Because the VAE is characterized by
a smooth latent space, a small perturbation of z represents a similar structure and can be used as an
augmentation, as outlined in the following.

A VAE loss function is typically divided into a regularization term and a reconstruction term as
given in Equation (1). The reconstruction term can be regarded as a direct comparison between the
reconstructed and original microstructure. Therefore, this term is not affected by the GAN augmentation
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scheme. However, the regularization term deserves further attention.
The regularization error is defined as the Kullback-Leibler (KL) divergence. With µ as mean and σ

as variance, the definition of the KL-loss is given as

DKL = log

(
σprior

σpost

)
+
σ2

post + (µprior − µpost)
2

2 · σ2
prior

− 1

2
, (8)

where the subscripts prior and post refer to the prior distribution and the posterior distribution generated
from the encoder, respectively. The typical form of the KL-loss

D̃KL = −1

2
·
(
1 + log(σ2

post)− σ2
post − µ2

post

)
, (9)

which is commonly implemented in VAE loss functions is a special case in which the prior follows a
Gaussian normal distribution with µprior = 0 and σprior = 1.

To increase the diversity of the training data set, the differentiable VAE augmentation functions
Tµ(µ, uµ) and Tσ(σ, uσ) are implemented in the loss function to modify the mean and variance respectively,
where uµ and uσ are randomized parameters sampled in the augmentation from uniform distributions
between 0 and 1. Augmenting σpost and µpost directly has shown to improve the performance of the
encoder only slightly. In this context, it is noted that the importance of modifying both the ”real”
and ”fake” sets is repeatedly emphasized the work of Zhao et al. [55]. Therefore, instead of using the
specialized form in Equation (9), the general form of the KL divergence in Equation (8) is used as the
regularization term in the VAE loss function, where σprior and µprior are sampled from a Gaussian normal
distribution and can be regarded as ”real” input, while σpost and µpost can be regarded as ”fake” input.

The generator augmentation function T (x, u) translates microstructures according to a 2D displace-
ment vector u = [ux, uy]. Since generators in GANs are encouraged to generate diverse data as long as
they are classified as ”real” by the discriminator, there is no incentive to prevent microstructural fea-
tures from being displaced to a different location. However, the VAE loss function directly evaluates the
pixel-wise difference between the input and output, opposed to the GAN loss functions that evaluate the
classification results of the discriminator. In order to minimize the influences of VAE augmentations, its
parameters are shared between augmentations for the same type of variables, namely means, variances
and microstructures.

The architecture and the training of the augmented VAE are illustrated in Figure 2. Herein, σprior

and µprior are mean and variance, which are sampled from a normal distribution and augmented by the
augmentation function with parameter sets uµ and uσ, respectively. The same augmentations are applied
to σpost and µpost, while the unmodified mean and variance are reparametrized to sample the latent vector
zvae. The modified ”real” as well as ”fake” means and variances are then evaluated by the regularization
term of the loss function LKLD in Equation (2). The same logic applies to evaluating the reconstruction
error: The reconstructed microstructures are augmented using the same translation vector u as for the
training data set. The encoder is optimized directly based on the results of both of the loss functions. In
contrast, the result of the reconstruction loss function is multiplied by a hyperparameter λrec and added
to the generator loss function, as explained in Equation (7).

4 Numerical experiments

Numerical experiments are carried out in order to investigate the influence of the β-VAE regularization
on the characteristics of the latent space as well as the applicability to small data sets. For this purpose,
objective error metrics are defined in Section 4.1 in terms of the spatial two-point correlation. Then,
using a simple synthetic data set, the influence of β on the reconstruction quality as well as the structure
of the data set is investigated in Section 4.2. Finally, based on various test cases with real and synthetic
materials, the applicability to extremely small data sets is tested in Section 4.3.

For this purpose, two different model architectures are chosen in Section 4.2 and 4.3, respectively.
With the number of parameters in each layer being specified in the corresponding sections, the remaining
hyperparameters are given in Table 1. The numerical experiments are carried out on a test bench
equipped with an AMD Ryzen 9 5900X CPU (overclocked to 4.8 GHz), 64 GB memory and an RTX
3080Ti GPU (overclocked to 1900 MHz). Fully training the hybrid model takes around 2 hours for
Section 4.2 and 30 minutes for Section 4.3, respectively. However, the current implementation of the
differentiable augmentations requires intense communication between GPU and CPU, and thus training
speed might differ for hardware with different latency and bandwidth.
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Gauss Noise

xreal

Encoder

E(x)

σpost

µpost

Tσ(σx, uσ)

Tµ(µx, uµ)

zvae
Generator

G(z)

G(zvae)

σprior

µprior

Tσ(σprior, uσ)

Tµ(µprior, uµ)

uσ, uµ

T (xreal, [ux, uy])

[ux, uy]

T (G(zvae), [ux, uy])

LKLD

LRec

λrec · LRec

Figure 2: Display of the modified VAE with two distinct augmentations shown in yellow: Real sam-
ples xreal are encoded as latent variables zvae by the encoder E as a mean and variance vector, µ and σ,
respectively. It is compared to a Gaussian by the Kullback-Leibler (KL) divergence to regularize E. Fur-
thermore, it is reconstructed by the decoder or generator G to compute a reconstruction loss to train E
and G. Before the computation of the losses, both, latent vectors as well as microstructures, are subjected
to differentiable augmentations Tσ, Tµ or T to make the model applicable to extremely small data sets.
These augmentations are parametrized by uσ, uµ and u, respectively, which are drawn at random.

4.1 Error measures

Assessing the outcome of the model is one of the most important aspects in ML experiments to verify
assumptions and measure performance. In contrast to evaluating the loss value and the subjective recon-
struction quality, using statistical descriptors as error metric provides a more objective and quantitative
perspective as supplement to confirming visual similarities of generated microstructures. Specifically, the
spatial two-point correlation is chosen to define a suitable error metric. With applications dating back
over 20 years [50, 46], they are a well-established descriptor in the reconstruction community [6, 40]. A
comprehensive introduction is given in [22] and briefly summarized in the following.

Every sample of the microstructure can be referred as a realization of a specific random process, and
the collection of all possible realizations is an ensemble [46]. For any multi-phase random medium, given
an indicator function I(i)(~xn), which has the value 1 if the point2 ~xn lies in phase i and 0 otherwise, the
n-point autocorrelation of phase i is defined as

S(i)
n (~x1, ~x2, . . . , ~xn) = lim

m→∞

〈
I(i)(~x1)I(i)(~x2) . . . I(i)(~xn)

〉m
, (10)

where 〈. . . 〉m denotes the ensemble average over m realizations. The equation can be further interpreted
as the probability P of n points at chosen positions ~x1, ~x2, . . . , ~xn are in phase i

S(i)
n (~x1, ~x2, . . . , ~xn) = P

{
I(i)(~x1), I(i)(~x2), . . . , I(i)(~xn)

}
. (11)

The two-point autocorrelation S
(1)
2 (~x1, ~x2) follows from this as a special case with n = 2 and consti-

tutes a commonly chosen trade-off between information content (higher n) and computational efficiency

2Following the common notation in machine learning, an image, e.g. a micrograph, is denoted as x, since it is the natural
representation of the input data as well as the training data. In contrast, ~x is used to denote a spatial position.
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(lower n). Moreover, in a random heterogeneous medium, S2 does not depend on the absolute posi-
tions ~x1 and ~x2, but only on their relative displacement ~r = ~x2 − ~x1. Hence, in the following, the spatial

autocorrelation is expressed as S
(1)
2 (~r).

It is worth noting that the volume fraction vf of a phase is given as the autocorrelation with the

zero-vector vf = S
(1)
2 (~0).

In order to symmetrically quantify the difference between original and reconstructed microstructures,
the root-mean-square error of the differences between the correlation functions S2,A and S2,B of mi-
crostructures A and B is defined as

EA,B =

√√√√∫ [S(1)
2,A(~r)− S(1)

2,B(~r)
]2

d~r∫
d~r

. (12)

For the reconstruction error Erec of given microstructures from the corresponding latent space, struc-
tures A and B are simply the original and reconstructed structure, respectively. In contrast, for the
generation from random latent points, the error Egen of a realization is defined as the error with respect
to the closest point in the training data set. Both, Erec as well as Egen are averaged over all realizations
for a given material. Each structure is described by integer-valued indicator functions that are obtained
by element-wise rounding. The computation of the descriptors is carried out using the open-source
software MCRpy [40].

With this error measure as a tool for quantitative quality assessment, different numerical experiments
are carried out in Sections 4.2 and 4.3.

4.2 Interpretability of latent space

The focus of this section is to investigate the interpretability of the latent space. For this purpose, a
training data set is created comprising 60,000 computationally generated microstructures with a resolution
of 32× 32 pixels. Each structure contains a single elliptical inclusion. The area fraction of the inclusions
are set to be greater than 1.2% to maintain their visibility, and smaller than 19% to avoid any oversized
inclusions. Furthermore, the aspect ratios of the ellipses’ semi-axes a and b are limited to 1 ≤ a/b ≤ 4,
so that the ellipses are not overly stretched. In order to eliminate the influence of how boundaries are
treated, inclusions are only placed such that they lie entirely within the image and are not cut by the
boundary. This allows any sample in the data set to be described by merely 5 parameters, namely the
lengths of the semi-major and -minor axes a and b, the coordinates ~x = [x1, x2] of the center of the ellipse
and the angle ϕ between its major axis and the horizontal axis of the coordinate system. Since five is
the intrinsic dimensionality of the data set, the encoder is expected to find a latent representation of five
variables that can adequately represent the data.

The model given in Table 2 is trained with various values for the regularization parameter β ranging
from 0.01 to 50, and all trained models are configured to perform reconstructions from the same reference
sample. The reference sample contains an ellipse, whose principal axes have the length of 6 and 14
pixels in the horizontal and vertical direction, respectively. The inclusion is located at the center of the
microstructure with an angle of ϕ = π/2.

Parameter Section 4.2 Section 4.3 Description

Sample size 6 · 104 16
Batch size 32 4
zdim 5 32 Dimensions of the latent variable
Optimizer Adam Adam
αgen 10−4 10−4 Learning rate of the mutual generator
αdisc 4 · 10−5 4 · 10−5 Learning rate of the discriminator
αenc 10−4 10−4 Learning rate of the encoder
β 0.01 ≤ β ≤ 50 1 Encoder loss multiplier for KL-loss
Epochs 200 2 · 104 Total number of training epochs
λvae 1 1 GAN loss multiplier for generations from z
λnoise 1 1 GAN loss multiplier for random generations
λrec 10−4 10−4 GAN loss multiplier for reconstructions

Table 1: Hyperparameters of the proposed ML model for the numerical experiments
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Figure 3: Descriptor error (12) for the reconstruction of microstructures with elliptical inclusions as a
function of the regularization parameter β in the encoder loss.

Figure 3 presents the relation between the KL loss multiplier β and the reconstruction error Erec. It
can be seen that for small β, the descriptor error is close to 0. Furthermore, it can be observed that the
model produces worse reconstructions with increasing weights on the regularization error in the encoder
loss function, although the reconstruction error has a local minimum around β = 35. This result is
plausible, since the minimization of the generator loss is a multi-objective optimization, and a higher
weight on the regularization term decreases the priority of the reconstruction quality.

Given a latent vector z encoded from the reference sample, the generator should produce the exact
reconstruction of the sample. Assuming the latent space distribution matches a normal Gaussian dis-
tribution with σ = 1 and µ = 0, so-called traversal plots are created by varying one latent variable of
the latent vector z at a time within a fixed interval of ± 3σ to investigate the impact of each individual
latent variable. Taking β = 1 as example, the traversal plot is displayed in Figure 4 (b).

As recognizable from the traversal plot, z1 represents an anti-clockwise rotation, elongation and
vertical translation with increased value. Similarly, z2 also rotates the inclusion while simultaneously
increasing its volume. The elongation, vertical displacement and volume are encoded in z3. In contrast,
z4 is the only variable to clearly represent horizontal displacement. Finally, z5 affects the volume and
horizontal extent of the inclusion for z5 < 0 and the vertical displacement and elongation for z5 > 0. In
summary, although the original degrees of freedom, i.e. coordinates, semi-axes and orientation, cannot be
separated in the latent space, each coordinate can be associated with certain effects on the structure. Most
importantly, with the exception of very low values for z2, no sudden change can be observed between two
consecutive images and the effect of increasing or decreasing a latent variable is relatively independent
of its value. In summary, the 322 parameters defining the microstructure data set in pixel space are
successfully reduced to merely five latent dimensions.

A comparison of this model with a very weak and strong regularization is given in Figures 4 (a)
and (c), respectively, for an intuitive discussion of the influence of β on the latent space. With very small

Table 2: Model architecture for numerical experiments of elliptical inclusions.

Layer Type Filter Kernel Strides Padding Batch Norm. Activation

E
n

c.

1 Conv2D 16 4× 4 2 Same No Leaky ReLU
2 Conv2D 32 4× 4 2 Same Yes Leaky ReLU
3 Conv2D 64 4× 4 2 Same Yes Leaky ReLU
4 Conv2D 10 4× 4 1 Valid Yes Leaky ReLU

G
en

. 1 TranspConv2D 64 4× 4 1 Valid Yes Leaky ReLU
2 TranspConv2D 32 4× 4 2 Same Yes Leaky ReLU
3 TranspConv2D 16 4× 4 2 Same Yes Leaky ReLU
4 TranspConv2D 1 4× 4 2 Same Yes Sigmoid

D
is

c.

1 Conv2D 8 4× 4 2 Same No Leaky ReLU
2 Conv2D 16 4× 4 2 Same Yes Leaky ReLU
3 Conv2D 32 4× 4 2 Same Yes Leaky ReLU
4 Conv2D 1 4× 4 1 Valid Yes Sigmoid

9



(a) Traversal plot with β = 0.01

(b) Traversal plot with β = 1

(c) Traversal plot with β = 50

Figure 4: Traversal plots with different values for the regularization parameter β. Larger values increase
the degree of order and interpretability of the latent space at the cost of decreased reconstruction quality.
A feasible trade-off is achieved for β ≈ 1.
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values of β, it becomes increasingly difficult to interpret the role of individual dimensions of the latent
space, since the effect of a variable on the result is manifold and shows a stronger dependence on the
value of the same variable. For example, z3 in Figure 4 (a) corresponds to a shrinkage and horizontal
translation of the inclusion between −3σ and −2σ, then a sudden vertical translation until −1σ and
finally combined horizontal and vertical translation, rotation and elongation. Moreover, with increasing
distance in the latent variables, the generated samples become less and less ellipsoidal. This can be seen
with z2, where low values lead to holes in the inclusion and high values make the inclusion disappear
altogether. This reflects the fact that the latent space is not strongly regularized to obey a multivariate
Gaussian distribution. In contrast, with increasing β, the reconstruction quality becomes very poor.
This can be seen in the center of Figure 4 (c), where the original ellipsoid cannot even be reconstructed
accurately. Hence, the high-β model is regarded as unsuitable for microstructure reconstruction and
the corresponding traversal plot is merely given for completeness. Within the interval 0.5 ≤ β ≤ 2, a
relatively high reconstruction quality and interpretability is observed, hence the natural value β = 1 is
chosen as a recommended value and for the remainder of this work.

In summary, the numerical experiments in this section demonstrate the influence of the regularization
parameter β on the reconstruction quality as well as the interpretability of the latent space of the model.
In the conducted study, a choice in the order of magnitude of β ≈ 1 shows great potential in achieving a
smooth and interpretable latent space without deteriorating the reconstruction quality. Such prospective
opens up possibilities of MCR in altering only certain properties of the microstructure to even construct
previously non-existent microstructures with desired characteristics.

4.3 Performance on extremely small data sets

A major challenge in the field of microstructure reconstruction is training with small data sets. As
motivated in the introduction, this becomes especially relevant when applying MCR to computational
materials design, for which, naturally, very little data is available. In this section, the proposed hybrid
model is trained to reconstruct and generate various types of microstructures to investigate its versatility
and performance on extremely small data sets.

For this purpose, a variety of microstructures is taken from the literature, specifically from the work
of Li et al. [29]. This data includes 2D images of a metallic alloy, carbonate, ceramics, copolymer,
rubber (PMMASiO2), sandstone as well as a three-phase rubber composite. Furthermore, the materials
knowledge system PyMKS introduced by Brough et al. [8] is used for generating three additional synthetic
microstructures as training samples. For each type of the 10 microstructures, only a single image of
resolution 256 × 256 pixels is available, which is sub-sampled to regions of size 64 × 64 pixels to form a
training data set of 16 samples. We train a distinct model for each of the 10 different materials from
scratch with the architecture3 given in Table 3. The fact that these models can still be trained robustly
demonstrates the utility of the presented data augmentation scheme.

As compensation to the very small training data set, the number of epochs is increased to 20,000 to
make sure that the number of optimization steps is similar to the model in Section 4.2 with a conventional-
size data set. Interestingly, a common pattern of loss function developments is shared between training of
different microstructures; the ones from alloy are displayed in Figure 5. When observing loss functions of
GANs, it is natural that a convergence of all loss functions to zero cannot be expected, since the scrutiny
of the discriminator affects the evaluation of the generator and vice-versa. Furthermore, the stochastic
optimization as well as the adversarial training naturally lead to high noise. Hence, only the stability of
the mean value and the variance of the loss allow for an insight into a notion of convergence, although
even these measures should not be over-interpreted. While the GAN components converge already at
around 6,000 epochs, the encoder’s total loss as well as KL loss stabilize after around 17,500 epochs.
Generally, after 20,000 epochs, a stable state achieved throughout all considered materials.

The introduced error metrics are listed in Table 4 for all microstructure types. The descriptor errors
are mostly in the order of magnitude of 1% or lower, whereby generation and reconstruction lie in a similar
order of magnitude. The highest error is observed for the copolymer, for which spatial correlations are
arguably not a very suitable descriptor, as demonstrated in [39, 40]. The lowest error is obtained for the
checkerboard structure, where a perfect reconstruction is achieved as shown in Figure 6. Despite noise
at the white sections and a slight offset of the board, the checkerboard pattern is reconstructed perfectly
with a clean separation between the bright and dark parts. For this specific case, mode collapse of the
generator is observed and expected, since the samples themselves do not exhibit any variations. For the
remaining materials, high-quality reconstruction results are achieved as can be seen in Table 5. However,

3It is worth noting that although the training data set is much smaller than in Section 4.2, the larger input resolution
requires a higher number of parameters in the models.
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Table 3: Model architecture for numerical experiments in the small-data regime.

Layer Type Filter Kernel Strides Padding Batch Norma. Activation

E
n

c.

1 Conv2D 16 4× 4 2 Same No Leaky ReLU
2 Conv2D 16 4× 4 2 Same Yes Leaky ReLU
3 Conv2D 32 4× 4 2 Same Yes Leaky ReLU
4 Conv2D 64 4× 4 2 Same Yes Leaky ReLU
5 Conv2D 64 4× 4 1 Valid Yes Leaky ReLU

G
en

.

1 TranspConv2D 64 4× 4 1 Valid Yes Leaky ReLU
2 TranspConv2D 32 4× 4 2 Same Yes Leaky ReLU
3 TranspConv2D 32 4× 4 2 Same Yes Leaky ReLU
4 TranspConv2D 16 4× 4 2 Same Yes Leaky ReLU
5 TranspConv2D 1 4× 4 2 Same No Sigmoid

D
is

c.

1 Conv2D 4 4× 4 2 Same No Leaky ReLU
2 Conv2D 8 4× 4 2 Same Yes Leaky ReLU
3 Conv2D 16 4× 4 2 Same Yes Leaky ReLU
4 Conv2D 32 4× 4 2 Same Yes Leaky ReLU
5 Conv2D 1 4× 4 1 Valid Yes Sigmoid

Table 4: Descriptor errors for generation (Egen) and reconstruction (Erec) of different microstructures
reconstructed by the proposed augmented hybrid model.

Microstructure Egen Erec

Alloy 5.66 · 10−3 4.66 · 10−3

Carbonate 6.78 · 10−3 8.16 · 10−3

Ceramics 1.71 · 10−2 1.01 · 10−2

Checkerboard 0 0
Copolymer 5.64 · 10−2 6.96 · 10−2

Rubber 8.15 · 10−4 3.08 · 10−4

Synth. 1 1.06 · 10−2 1.81 · 10−2

Synth. 2 1.53 · 10−2 4.53 · 10−3

Synth. 3 1.89 · 10−2 4.42 · 10−3

Composite 3.84 · 10−2 9.71 · 10−2

Sandstone 5.97 · 10−3 1.71 · 10−2
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(a) Discriminator loss (b) Generator loss

(c) Total encoder loss (d) Kullback-Leibler (KL) loss of the encoder

Figure 5: Exemplary loss curves for training the proposed augmented hybrid model on the alloy data
shown in Table 5. A similar behavior is observed in the loss curves for other materials (not shown here).

the model has the tendency to generate noisy images especially with larger continuous phases such as
the ceramics. A proper post-processing procedure as in [42] might be defined in the future to further
improve the results. Furthermore, it can be noted that despite the high difficulty of representing and
reconstructing the grain boundary structure of the alloy, the model is able to capture these characteristics
to some extent. Even though a post-processing procedure would be required to bridge disconnected grain
boundaries, the general trends and shapes are visually convincing. Although the model is designed to
focus on two-phase microstructures, the three-phase rubber composites is reconstructed well. However,
the third phase is mostly not constructed as a continuous phase when generated from a random latent
vector. Finally, Table 6 shows more random generations, and no sign of mode collapse is observed for
any type of microstructure.

(a) Original (b) Reconstruction

Figure 6: Original and reconstructed checkerboard structure generated by the augmented hybrid model.
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Table 5: Reconstructions from given structures (left) as well as synthetic structures generated from
random points z in the latent space (right) using the trained proposed hybrid models.
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Table 6: Further examples for randomly generated synthetic structures using the trained proposed hybrid
models demonstrate the diversity of the trained model.
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5 Conclusions and Outlook

Generative adversarial networks (GANs) are a promising class of machine learning (ML) algorithms
for microstructure reconstruction. Current challenges for applying GANs to MCR regarding 2D-to-3D
reconstruction and high-resolution are (i) the interpretability of the latent space and (ii) the applicability
to small data sets.

This work presents DA-VEGAN, a hybrid architecture of a β-variational autoencoder (VAE) enhanced
GAN with differentiable data augmentation, to address these issues. In utilizing the decoder of a β-VAE
as generator of the GAN, DA-VEGAN harnesses the benefits of both ML models. The β-VAE introduces
a parameter β for a flexible and effective penalization of latent space nonlinearities, enabling a poten-
tially smoother and more interpretable representation of the encoded image. This facilitates establishing
structure-property linkages and simultaneously exploring the space of possible microstructures by means
of a well-behaved manifold. While this already constitutes a major benefit for practical application, still,
a major difficulty in GAN- or ML-based reconstruction is the need for a rather large set of data.

On the contrary, in most situations, only a reconstruction algorithm that requires little to no training
data is practically useful. Data augmentation is a common approach for solving this problem by, e.g.,
translating or rotating images. However, a naive implementation causes the generative model to imitate
the augmented data set with now potentially unrealistically modified images, deteriorating its perfor-
mance. Especially in the context of processed micrograph data, any data modification might alter the
characteristics and quality of the image data. Inspired by the success of differentiable data augmentation
in overcoming this issue for pure GAN architectures, an extension to the present hybrid model is devel-
oped. To that end, profound adaptions of the loss functions for the VAE part are implemented, as no
existing differentiable augmentation is known to the authors.

The introduced model architecture and data augmentation algorithm are validated by means of var-
ious numerical experiments, whereby excellent results are achieved. The application of DA-VEGAN for
reconstructing simple microstructures of a single elliptical inclusion demonstrates its capability of gener-
ating a well-conditioned latent space and good reconstruction results by choosing an appropriate trade-off
parameter β. The impressive performance on extremely small data sets of just one image is shown for 10
different microstructures. In this context, it is emphasized that many recent methods address small data
sets by pre-training and fine-tuning, whereas the presented method trains a model from scratch despite
little data.

Focusing on the concept of a hybrid network, DA-VEGAN is currently limited to 2D, intended for two-
phase microstructures and applied to images of resolutions equal or lower than 64× 64. For this reason,
future research might focus on (i) extending the architecture to 2D-to-3D reconstruction, (ii) increasing
the microstructure image resolution and (iii) enabling the model to reconstruct not only phases, but also
crystallographic texture. This would allow for an even broader applicability of DA-VEGAN.

To conclude, a capable and novel ML model for microstructure reconstruction, DA-VEGAN, is
presented. Practically relevant, it features a controllable smoothness of the latent space, suitable for
structure-property linkages. Most importantly, DA-VEGAN can reconstruct images based on extremely
small data sets. It thereby overcomes one of the largest obstacles for the application of ML in materials
design – the need for large sets of data.
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